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are used across different locations in the space, significantly 
reducing the memory requirement. 

The training process is easier with CNNs. Since the number of 
parameters is reduced substantially compared to traditional neural 
networks, the training time is proportionately reduced and less 
noise is added in the training process. 

CNNs In Embedded Systems
A vision subsystem needs a substantial amount of image 
processing in addition to a CNN. Running CNNs on a power-
constrained embedded system that supports image processing 
calls for the following:
l �High computational performance: there should be support 

for typically billions of MACs per second;
l �Larger load/store bandwidth: with a fully connected layer 

used for classification; for example, each coefficient is used in 
multiplication only once. Therefore, the load/store bandwidth 

requirement is greater than the number of MACs performed by the 
processor. 

l �Low dynamic power: to meet this requirement, fixed-point 
implementation is needed, which results in the need to use the 
minimum possible finite number of bits to meet performance 
requirements.

l �Flexibility: this allows an easy upgrade of the existing design to a 
better-performing one.
In an embedded system, computational resources are always a 

constraint. As a result, if an application can accommodate small 
performance degradation, then it’s helpful to have an algorithm that 
helps minimize computational complexity for the tradeoff. 

Example: Traffic Sign Recognition
As an example of a CNN in action, consider the German Traffic 
Sign Recognition Benchmark (GTSRB), a multi-class, single-image 
classification challenge, held at the International Joint Conference 
on Neural Networks (IJCNN) 2011. There were nearly 52,000 
images of German road signs in 43 different classes, with the 
images ranging from 15 x 15 to 222 x 193. 

Based on the GTSRB dataset, Cadence developed various 
algorithms in MATLAB for traffic sign recognition. Using a 
proprietary hierarchical CNN approach, Cadence achieved a better 
correct detection rate than a previously established baseline; see 
Figure 5 for the results. 

The company’s researchers divided 43 traffic signs into five 
families, and implemented six smaller CNNs. The first CNN 
decided which family the received traffic sign belonged to. Once 
the family of the sign was determined, one of the remaining five 
CNNs corresponding to the detected family was run to determine 
the traffic sign within that family. 

The researchers also reduced the complexity of the CNN, 
without any performance degradation, using a proprietary 
algorithm based on eigenvalue decomposition that reduces 
a trained CNN to its canonical dimension. This proprietary 
algorithm helps control the complexity of CNNs in embedded 
applications. 

Figure 4: Typical block diagram of a CNN

Figure 5: Performance vs complexity plot for various CNN configurations to 
detect traffic signs in a GTSRB dataset




















































